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Abstract
Many classes of applications are inherently tolerant to er-
rors. One such class are applications designed for a hu-
man end user, where the capabilities of the human cog-
nitive system (cognitive resilience) may compensate some
of the errors produced by the application. We present a
methodology to automatically distinguish betweentolera-
ble errors in imaging applications which can be handled
by the human cognitive system andsevereerrors which
are perceptible to a human end user. We also introduce
an approach to identifynon-critical spotsin a hardware
circuit which should not be hardened against soft errors
because errors that occur on these spots are tolerable. We
demonstrate that over 50% of �ip-�ops in a JPEG com-
pressor chip are non-critical and require no hardening.

Keywords: Cognitive resilience, Selective hardening,
Imaging applications, Error tolerance

1 Introduction
While radiation-induced soft errors are increasingly af-
fecting micro- and nanoelectronic circuits and systems
[1–6], conventional hardening approaches based on mas-
sive redundancy are associated with unacceptable cost in
terms of area and energy consumption.Selective hard-
eningstrategies trade soft error rate (SER) reduction for
costs by hardening only selected components of a circuit
while leaving other components unprotected [7–12]. The
selection of components to harden may be driven by the
objective to achieve maximal SER reduction [7–10], to
prevent particularly severe errors from occurrence [11] or
to preserve the system speci�cation even in presence of
errors [12]. The BISER �ip-�op design used in [12] al-
lows the soft-error protection to switch on and off dynam-
ically, eliminating energy overhead when no protection is
needed [13].

It has been noticed that in some applications a large
fraction of errors areacceptable[14]. Such applications

are callederror-tolerant. Instances are communication
systems in which most errors can be handled by retrans-
mission, systems speci�ed by `analogue' characteristics
such as signal-to-noise ratio or bit-error-rate, and applica-
tions which are tolerant to erroneous intermediate results
including tracking, control, recognition, mining and syn-
thesis applications.

One large class of error-tolerant applications are multi-
media applications such as video, imaging and audio sys-
tems [15–18]. The data produced by such systems are
processed by a human end user. Cognitive resilience, i.e.,
the ability of the human cognitive system to compensate
suf�ciently small errors, has been exploited by methods
such as lossy compression for a long time [19]. The infor-
mation which isperceptually unimportantis determined
based on a psychovisual or a psychoacoustic model and
excluded from encoding, thus improving the compression
rate.

In this paper, we apply the concept of cognitive re-
silience to selective hardening of imaging applications
against soft errors.Non-critical spotsin imaging hard-
ware are de�ned as circuit locations such that soft errors
on that locations will lead to effects which will be com-
pensated by the human cognitive system. Non-critical
spots can be excluded from hardening. We propose a
method to determine non-critical spots and apply it to a
JPEG compressor. The method is based on a composite
severity metricto distinguish tolerable error effects from
severe effects which are perceived as disturbing by a hu-
man user. The determination of the uncritical spots is
done using a fault injection into (the simulation model of)
the JPEG compressor. 54.7% of the storage elements in
the circuit are found to be non-critical. This is validated
by a fault injection experiment. Furthermore, the stability
of the solution under varying de�nitions of the severity
metric is investigated.

The remainder of the paper is organized as follows. Re-
lated work is discussed in Section 3. The calculation of



error severity is explained in the next section. The iden-
ti�cation of critical spots is described in Section 4. Ex-
perimental results are reported in Section 5. Section 6
concludes the paper.

2 Related Work

Classical fault-tolerance techniques aimed at preventing
an error from having any visible effect on the system [20].
However, a signi�cant share of errors had no effect even
in absence of fault-tolerance mechanisms due to masking
on the circuit level [3,21,22] or, in case of programmable
logic, architecture level [2, 23, 24]. The information de-
termined in these publications was of limited value for
selective hardening as only one input sequence was con-
sidered. Even if an error at a given spot in the circuit did
not have a visible effect, it could have such an effect un-
der a different input sequence. Hence, this spot could not
safely be excluded from hardening.

The notion of error-induced deviations of system be-
havior being acceptable has been investigated in yield
optimization (under the nameerror tolerance) [14], in
software-based fault tolerance (calledapplication-level
correctness) [25] and in real-time system design (referred
to asimprecise computation) [26]. Multimedia applica-
tions are one class of system for which errors visible at
the output may be acceptable.

In [15], permanent errors in discrete cosine transform
(DCT) blocks implemented by a speci�c arrangement of
processing elements were considered. Errors were mod-
eled as stuck-at faults on the interconnections between the
processing elements; no errors within the processing ele-
ments were taken into account. Given a maximal devi-
ation and a maximal error rate, errors which lead to the
maximal deviation being exceeded more often than spec-
i�ed by the maximal error were identi�ed and considered
critical. Furthermore, compact test sets suf�cient to es-
tablish the error acceptability with a high con�dence were
generated. A metric for use within this framework has
been introduced in [17].

One difference between our work and [15, 17] is the
error model employed. Our approach assumes soft rather
than permanent errors located in any �ip-�op of the cir-
cuit and not only on the interconnects between processing
elements within the DCT block. Furthermore, we simu-
late the circuit with errors injected instead of the formal
block-speci�c analysis in [15]. Finally, to identify accept-
able errors we perform an image-wide analysis using met-
rics PSNR and SSIM (described in Section 3) rather than
maximal deviation and a maximal error rate. We also em-
ploy a third metric called psychovisual deviation which
closely resembles the metric from [17].

In [25], acceptability analysis of fault effects in a pro-
cessor running software was performed. Errors were in-
jected into the register �le, the fetch queue and the instruc-
tion queue of the Simplescalar processor model. Nine
multimedia, arti�cial intelligence and SPECInt CPU2000
software programs, including JPEG decompression, were
executed under errors. PSNR was used as metric and
two thresholds (`high' and `good') were utilized. For the
JPEG decompression, 40% of the errors were masked by
the architecture and did not have any effect; additional 5%
errors were acceptable with respect to the lower thresh-
old; another 30% errors were acceptable with respect to
the higher threshold; 10% errors were unacceptable; and
15% of errors lead to a crash. Moreover, a lightweight
recovery mechanism based on checkpointing the program
counter and the stack state only was proposed. The mech-
anism was not particularly effective for JPEG decompres-
sion (over 85% crashes were not handled), but it worked
better for other benchmarks.

In contrast to [25], we consider application-speci�c
rather than programmable hardware. Errors are injected
into all �ip-�ops of the design rather than into three sub-
blocks. The largest drawback of the analysis in [25] is the
limited usability of the error statistics for selective hard-
ening similar to [23]. Only one image (Lena) was used
as input of the benchmark software program. If an error
on a given spot did not result in an unacceptable effect or
crash, an error on the same spot may be critical for a dif-
ferent input image (or even for the same image when the
error occurs at a different time).

Our analysis employs several images for characteriza-
tion. Furthermore, even though we are investigating soft
errors of short duration, we assume more severe fault ef-
fects of in�nite duration during characterization (as ex-
plained in Section 4). Finally, the selective hardening so-
lution found by our method fully eliminated any unaccept-
able behavior in a fault injection experiment with images
not used for characterization as inputs. This is in contrast
to the lightweight recovery technique of [25] which cov-
ers only a fraction of crashes.

A number of publications on error-tolerant image pro-
cessing focused on motion estimation. PSNR degrada-
tion due to errors in interconnects between processing el-
ements for three different motion estimator architectures
was studied in [16]. In [27], over 70% of errors in a
motion estimator were formally proven to be acceptable.
Another related �eld iserror concealmentin video cod-
ing [28,29]. This refers to techniques to compensate pixel
information lost due to unreliable communication. Miss-
ing pixels are typically reconstructed from neighboring
pixels. Neither motion estimation nor error concealment
are considered in this work.



3 Error Severity Calculation

We consider imaging systems which map an inputI to an
outputO such thatO is an image. (In case of the JPEG
compressor studied in this paper, inputI is also an im-
age, but it theoretically could also be text information to
be displayed on a screen, mathematical data to be visual-
ized, or any other information.) Let the output calculated
by the error-free systemS be denoted byO = S(I ). The
particular format in whichO is represented is not of pri-
mary interest, but the complete pixel information must be
contained inO.

Suppose that systemS is affected by a (soft or per-
manent) errorf . In this case, the output of the system
Of = Sf (I ) may differ from O. The objective of er-
ror severity calculation is to decide whetherOf is `close
enough' toO, i.e., whether a human user presented with
imageOf will believe he or she is confronted with image
O because his or her cognitive system was able to com-
pensate the deterioration of the image due to the error.

While the exact modeling of human psychovisual sys-
tem is not a solved problem, there are approximate met-
rics which are successfully used in �elds such as lossy
image compression. Several classes of metrics to cal-
culate `distance' between two images exist. Since each
of these classes is reported to have advantages and dis-
advantages, we use a metric composed of three metrics
based on different principles: peak signal-to-noise ratio
(PSNR), structural similarity (SSIM) and thepsychovisual
deviationbased on JPEG's psychovisual model. Individ-
ual thresholds are de�ned for all three metrics, and if the
`distances' betweenO and Of with respect to all three
metrics do not exceed the respective thresholds, errorf is
considered tolerableassuming inputI .

In the following, the three metrics are explained in
more detail. We assume imagesO and Of containN
pixels. The pixel values of the error-free imageO are de-
noted byx i , the pixel values of the erroneous imageOf

are denoted byyi , where1 � i � N .

3.1 Peak signal-to-noise ratio (PSNR)

PSNR [30] is de�ned as the ratio between the square of
the peak signal valueMAX and the mean-square error
MSE . PSNR is measured in decibel:

P SNR = 10 � log10
MAX 2

MSE
;

whereMAX is 2k � 1 for k-bit pixel values (in this work
pixels are represented by 8 bits, soMAX = 255) and

MSE =
1
N

NX

i =1

(x i � yi )2:

P SNR considers only the absolute pixel deviations and
does not take any psychovisual factors into account.

3.2 Structural similarity (SSIM)

SSIM is a function ofluminance comparisonl(x; y), con-
trast comparisonc(x; y) andstructure comparisons(x; y)
of two images [31]:

SSIM (O; Of ) = ( l(x; y)) � � (c(x; y)) � � (s(x; y)) 


where� , � and
 are weight factors.
The valuesl(x; y), c(x; y) and s(x; y) are de�ned

based on theluminance(represented by mean intensity)

� x =
1
N

NX

i =1

x i � y =
1
N

NX

i =1

yi ;

thecontrast(represented by the standard deviation)

� x =

 
1

N � 1

NX

i =1

(x i � � x )2

! 1
2

� y =

 
1

N � 1

NX

i =1

(yi � � y )2

! 1
2

and thestructural similarity(represented by the correla-
tion coef�cient)

� xy =
1

N � 1

NX

i =1

(x i � � x )(yi � � y ):

The luminance comparison is calculated as

l(x; y) =
2� x � y + C1

� 2
x + � 2

y + C1
;

the contrast comparison as

c(x; y) =
2� x � y + C2

� 2
x + � 2

y + C2

and the structure comparison as

c(x; y) =
� xy + C3

� x � � y + C3
;

whereC1, C2 andC3 are constants. In practice, an im-
age may be divided into several smallerwindowsand
SSIM can be calculated on these windows and averaged,
or SSIM may be calculated for each color component sep-
arately.

We used an existing implementation of SSIM [32] with
all parameters set to their default values.



3.3 Psychovisual deviation

The psychovisual deviation utilizes the psychovisual
model of the JPEG compression algorithm [19]. In JPEG
compression, an image is divided into 64-pixel blocksxkl

(0 � k; l � 7) and discrete cosine transform (DCT) is
applied to each block:

ykl =
c(k)c(l)

4

7X

i =0

7X

j =0

x ij � Tijkl (1)

where c(k) = 1 =
p

2 for k = 0 and 1 otherwise and
Tijkl = cos ((2i + 1) k�= 16) cos ((2j + 1) l�= 16). The
resulting 64 valuesykl arequantizedusing 64 pre-de�ned
integer valuesqkl : every valueykl is divided byqkl and
rounded to the nearest integer:

zkl = round(ykl =qkl ):

The valuesqkl determine how much information loss oc-
curs. The largerqkl the larger the extent of information
loss and the better the compression ef�ciency. The indi-
vidual valuesqkl model the relevance of the components
ykl for the human cognitive system. The less important a
component, the larger valueqkl is used. 64 valuesqkl are
typically written in8� 8 matrix form and called thequan-
tization matrixQ. The quantization matrix can be derived
from perceptual experiments or analytically. JPEG stan-
dard speci�es default values ofQ.

In the �nal step of JPEG compression, lossless com-
pression is applied to the quantized valueszkl . If a large
information loss has occurred during quantization (in par-
ticular, if manyzkl 's equal 0), high compression rates are
typically achieved.

Suppose that JPEG compression is applied to both the
error-free imageO and the erroneous imageOf and iden-
tical compressed images are produced. Then, according to
JPEG's psychovisual model, there is no visible difference
between the two images even though their actual pixel val-
ues may differ. The errorf is tolerable.

This approach is easily modi�ed to allow perceptible,
yet limited image deviations: Quantization is the only step
in JPEG compression in which information loss occurs.
Quantization matrixQ is multiplied by an integers, i.e.,
every qkl is replaced bys � qkl . Two images may lead
to different compressed images using the originalQ but
identical compressed images using, e.g.,2 � Q. While the
difference between these two images is perceptible, it is
also limited. The psychovisual deviation of two images
is de�ned as the lowests for which the quantization of
both images with quantization matrixs�Q yields identical
results.

While SSIM takes into account global characteristics
of an image, the psychovisual deviation reports local spots
(8 � 8 pixel blocks) of an image with severe error effects.

4 Non-Critical Spot Identi�cation

We are interested in identifying circuit spots such that
soft errors occurring on these spots lead to tolerable er-
rors, i.e., images with error severity metrics not exceed-
ing their respective thresholds. For this purpose, we �rst
identify spots on whichpermanenterrors (stuck-at faults)
do not lead to severe errors for a number of different in-
puts. These spots are considered non-critical with respect
to the soft errors. The intuition behind this approach is
the general expectation that a permanent error (of unlim-
ited duration) causes more severe effects that a soft error
(of brief duration) on the same spot.

The correctness of this reasoning is validated by a soft
error injection experiment using different inputs. The ex-
periment demonstrates that the effects of soft errors on
spots identi�ed as non-critical are indeed tolerable. Note
that the resilience of a circuit against a permanent error
cannot be proven formally to imply the resilience against
the corresponding soft error: a permanent error could the-
oretically be canceling out its own in�uence on the com-
pressed image while a soft error could lead to a severe
artifact.

The analysis may be overpessimistic as there might be
spots on which the permanent errors are severe and soft
errors are always tolerable. Such spots are not identi�ed
by the described approach. On the other hand, the ap-
proach is inherently incomplete because no full coverage
of all possible inputs is possible. Hence, the safety margin
introduced by the pessimism discussed above is useful to
lower the probability that a spot which leads to a severe
error is missed. The incompleteness of the approach is
discussed in detail in the end of this section.

We consider soft errors in �ip-�ops of the circuit. We
model soft errors as stuck-at faults in the �ip-�ops which
persist for one clock cycle. While in reality the particle
strike leading to a soft error takes considerably less time
than one cycle, once the error effect is captured in a �ip-
�op it will stay there until the beginning of the next clock
period.

We do not consider soft errors in combinational logic.
While such errors are expected to become important in
the future [3], we are not aware of published data clearly
demonstrating their relevance for ground applications in
existing technologies. We note, however, that hardening
�ip-�ops against soft error is effective, to some degree,
against single-event transients originating in the combina-
tional logic and arriving at the hardened �ip-�op [13,33].
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Figure 1: Determination of non-critical spots

The non-critical spot identi�cation is outlined in Figure
1. The imaging application is run with a set ofM inputs
I 1; I 2; : : : ; I M in the absence of faults to obtain reference
imagesO1; O2; : : : ; OM . In case of the JPEG compressor
considered in this paper we perform JPEG compression
with M uncompressed imagesI 1; I 2; : : : ; I M as inputs.
Let pf 1; pf 2; : : : ; pf K be the set of all permanent errors
(stuck-at faults) in the �ip-�ops. For every inputI i and
every permanent faultpf j , we run the application with
input I i assuming faultpf j to obtain the (possibly erro-
neous) compressed output image. This image is then de-
compressed (with no additional errors injected), resulting
in imageOpf j

i . We apply three metrics introduced in Sec-
tion 3 to imageOpf j

i to determine whether a human user
would distinguish it from the error-free imageOi .

If a permanent stuck-at fault leads to a perceptible ef-
fect (i.e., at least one of three metrics reports a value
which exceeds a pre-de�ned threshold), thecorrespond-
ing soft error (i.e., the same stuck-at fault with duration
of one cycle) is considered critical. The soft errors whose
corresponding permanent fault resulted in output images
with imperceptible deviations for allM inputs are con-
sidered non-critical and excluded from hardening. This is
done because a soft error with one cycle duration is intu-
itively less severe than a permanent fault which persists
during the whole run time of the application.

This approach assumes an application which always
calculates the same function. This is given in many real
systems. For instance, the JPEG compressor used in this
paper is assumed to perform JPEG compression only, al-
though it theoretically could be possible to use the same
hardware for different calculations for which the metrics
from Section 3 would not be valid. The data produced
of the JPEG compression might also be processed by a
machine based on, e.g., pattern-matching algorithms in a
biometric application, rather than a human. Metrics which
assume human cognitive system may not be effective in
such a scenario.

If the use of the system is not known in advance (as is
often the case with programmable or recon�gurable hard-
ware), the switchable protection feature can be used: if the
block is used according to its `main' speci�cation (here:
image compression), protection is switched off for non-
critical spots; if the block is used in an unknown appli-
cation, the complete protection is switched on resulting
in larger power consumption. This technique imposes
area cost for the protection even if it is not used; this
cost is believed to be less important compared to the ad-
ditional power consumption in state-of-the-art manufac-
turing technologies. In safety-critical applications, full
(rather than selective) hardening is preferable. In this pa-
per, we consider situations in which full hardening is not



an option due to power consumption or area constraints.
The proposed approach is not complete in the sense

that there could exist an additional inputI � for which
an error on a spot identi�ed as non-critical would lead
to an image with a severe rather than tolerable effect. It
would theoretically have been possible to employ com-
plete methods such as model checking instead. We per-
formed our analysis based on simulation for the following
reasons:

� Complexity: while formal methods did develop in
the last years, it is still unrealistic to formulate met-
rics from Section 3, which include complex math-
ematical functions, as properties which stretch over
millions of cycles necessary to calculate the entire
image and to perform the veri�cation using state-of-
the-art tools. Formal methods could be applied for
rather simple design and properties in [12].

� Experiments: as will be demonstrated in Section 5,
even small number of inputsM leads to a selection
of non-critical spots on which no severe soft errors
occur. It can be expected that a severe soft error on a
location on which a permanent error is most probably
tolerable is extremely improbable.

� Inherent incompleteness: there can be no absolute
protection against all possible soft errors, as there is
a (very small) probability of an event not covered by
the protection scheme such as an error in multiple
�ip-�ops or an error in a protected �ip-�op. Even
a complete method to select non-critical �ip-�ops
would not rule out any chance of a severe error.

5 Experimental Results

We applied our analysis on a JPEG Compressor available
in VHDL source code fromwww.opencores.org
[34]. The compressor reads an uncompressed image and
writes the compressed data into a memory. If synthesized
on FPGA XCV21000-4 by Xilinx with 40 MHz clock fre-
quency, it can compress up to 24352� 288-pixel images
per second. The compressor consumes 5018 slices, 8877
look-up-tables, 3947 �ip-�ops, 77 I/Os, 13 16-bit RAMs
and 2 48-bit DSP blocks. There are a total of 5279 �ip-
�ops available for error injection and thus a total of 10558
permanent stuck-at-0 and stuck-at-1 errors.

5.1 Characterization

We performed software error injection (both soft and per-
manent) on VHDL code. It would be possible to synthe-
size the circuit on an FPGA and perform error injection

on the FPGA [21, 22, 35, 36], however we did not have
access to the required FPGA type. We did not use any
speci�c injection software [37–40]. We forced the out-
put signal of a �ip-�op to the desired erroneous value for
the duration of the simulation run (if permanent errors
were considered) or for one clock cycle (if soft errors were
considered). We used images from the USC-SIPI Image
Database (http://sipi.usc.edu/database/ ) as
input images to be compressed.

We �rst performed the analysis outlined in Figure 1
for M = 7 images. We classi�ed an erroneous image
with the following characteristics as tolerable: PSNR�
30 dB, SSIM� 95% and psychovisual deviation� 22. In
the beginning of the analysis, all possible error locations
were considered to be non-critical spots.

For the �rst considered imageObst, 5853 out of 10558
permanent errors were found tolerable. The locations of
the remaining errors were excluded from the list of non-
critical spots. For the second considered imageBarbara,
74 of these errors produced images violating the speci�-
cation. Their locations were also excluded from the list of
non-critical spots. For �ve additional imagesGirl, Gold-
hill, Lena, Pens andTiffany, none of the remaining errors
showed intolerable effect. Hence, we considered the total
of 5779 spots (54.7%) non-critical.

Table 1 reports the breakdown of non-critical spots for
sub-modules of the circuit. For each sub-module, the per-
centage of its �ip-�ops among all �ip-�ops of the cir-
cuit and the percentage of non-critical spots in that sub-
module are given. The largest fraction of non-critical
spots are found in Q-ROM which stores values used in
quantization. This may be due to the fact that quantiza-
tion is inherently associated with information loss and ad-
ditional impact caused by the errors is limited. The largest
fraction of critical spots are located in blocks with rela-
tively large shares of combinational logic: compression
buffers and arithmetic parts of DCT-2D core.

Some errors did not have any effect at all, i.e., the er-
roneous chip calculated exactly the same image as the

Sub-module # �ip-�ops Percentage of
(% of total circ.) non-critical spots

Q-tables 2.7% 56.1%
Huffman ROM 4.8% 60.8%
Q-ROM 3.6% 71.3%
Y compression buffer 4.1% 26.7%
Cb compression buffer 3.9% 26.6%
Cr compression buffer 3.9% 28.8%
DCT-2D core (arithmetic) 4.9% 29.7%
DCT-2D core (registers) 72.1% 64.4%
Total 100% 54.7%

Table 1: Percentages of non-critical spots per sub-module
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Figure 2: ImageBarbara compressed in absence of errors (a), in presence of a tolerable permanent error (b) and in
presence of a severe permanent error (c), (d)

error-free chip. For such images, PSNR was1 , SSIM
was 100% and psychovisual deviation was 1. The per-
centage of permanent errors which did not have any effect
at all varied between 20.0% and 22.8% among the seven
considered images, which is far below 54.7%. Hence, al-
lowing a limited deviation indeed increases the number of
non-critical spots signi�cantly.

To evaluate the relevance of individual metrics for ac-
ceptability calculation, we repeated the characterization
of image Obst using only one of the three considered
metrics. When only the PSNR value was required not to
exceed the acceptability threshold and SSIM and psycho-
visual deviation were both ignored, the number of non-
critical spots was 6350. The same experiment using SSIM
only resulted in 5854 non-critical spots. Employing psy-
chovisual deviation as the only metric yielded 8773 non-
critical spots. It appears that SSIM with acceptability
threshold of 95% is the most challenging criterion within
the composite metric.

Figure 3 shows the PSNR, SSIM and psychovisual de-
viation values for images generated during characteriza-
tion of imageObst. Every data point corresponds to
one image compressed by the JPEG circuit with a perma-

nent fault injected and subsequently decompressed with-
out fault injection. The X-coordinate gives the value of
PSNR, the Y-coordinate indicates the value of SSIM. Data
points according to images which exceeded the limit for
psychovisual deviation (22) are shown in red, other data
points are shown in black.

Figure 3: PSNR, SSIM and psychovisual deviation values
in characterization of imageObst



Image # err # sim No effect Tolerable Threshold variations
# % # % psych. deviation PSNR SSIM

� 21 � 23 � 25 � 35 � 90 > 99
Yacht 1 300 300 100.0 300 100.0 300 300 300 300 300 300
Boats 1 300 300 100.0 300 100.0 300 300 300 300 300 300
Fruits 10 300 299 99.7 300 100.0 300 300 300 300 300 300
Flower 10 300 299 99.7 300 100.0 300 300 300 300 300 300
Flower 100 300 284 94.7 300 100.0 300 300 300 300 300 300
Yacht 100 300 289 96.3 300 100.0 300 300 300 300 300 300

Table 2: Soft errors injected on non-critical spots

Image # err # sim No effect Tolerable Threshold variations
# % %n # % %n psych. deviation PSNR SSIM

� 21 � 23 � 25 � 35 � 90 > 99
Goldhill (*) 1 300 291 97.0 98.6 296 98.7 99.4 295 296 296 295 296 295
Pens (*) 1 300 290 96.7 98.5 296 98.7 99.4 294 296 296 296 296 296
Tiffany (*) 1 300 289 96.3 98.3 297 99.0 99.5 294 297 297 296 297 296
Yacht 1 300 288 96.0 98.2 296 98.7 99.4 295 296 296 296 296 296
Boats 1 300 277 92.3 96.5 289 96.3 98.3 277 289 289 289 289 287
Lena (*) 10 300 237 79.0 90.5 287 95.7 98.0 267 287 288 286 289 283
Girl (*) 10 300 240 80.0 90.9 288 96.0 98.2 228 288 291 286 289 284
Soccer 10 300 225 75.0 88.7 297 99.0 99.5 297 297 297 297 297 297
Corn�eld 10 300 223 74.3 88.4 280 93.3 97.0 271 280 281 280 281 277
Flower 10 300 267 89.0 95.0 293 97.7 98.9 288 293 294 293 294 292
Tiffany (*) 100 300 112 37.3 71.6 223 74.3 88.4 159 223 227 192 230 201
Barbara (*) 100 300 106 35.4 70.7 215 71.7 87.2 163 215 220 203 222 193
Pens (*) 100 300 98 32.7 69.5 213 71.0 86.9 169 216 218 201 219 199
Cablecar 100 300 108 36.0 71.0 223 74.3 88.4 223 223 226 208 228 197
Corn�eld 100 300 110 36.7 71.3 224 74.7 88.5 168 224 229 211 228 209

Table 3: Soft errors injected on critical spots

Figure 3 suggests good, yet not perfect, correlation be-
tween PSNR and SSIM. Psychovisual deviation does not
seem to track well with other metrics. This is probably
due to the fact that PSNR and SSIM are global metrics
while psychovisual deviation concentrates on8 � 8 pixel
blocks. Still, images with an unacceptable psychovisual
deviation tend to have rather low PSNR and SSIM values.

5.2 Validation

To validate the effectiveness that the selection of non-
critical spots, we performed a number of simulations
where 1, 10 or 100 soft errors per simulation (a complete
image compression) were randomly injected on spots
identi�ed as non-critical. The results are summarized in
Table 2. The table reports the number of errors injected
per simulation run (`# err'), the total number of performed
simulations (`# sim'), the number and the percentage of
simulations in which an image identical to the reference
image was produced (`No effect') and the number and the

percentage of simulations in which an image ful�lling the
speci�cation was produced (`Tolerable'). Images which
were used to derive the non-critical spots are marked by
an asterisk (*). Most simulations resulted in the error-free
image. The remaining few simulations yielded tolerable
images. No severe error according to the used de�nition
showed up in any of the simulations. Hence, the exper-
iments support that no hardening is needed on the spots
identi�ed as non-critical by the proposed analysis.

We repeated the experiment with soft errors injected
on spots not identi�ed as non-critical. Figure 4 illustrates
tolerable and severe error effects produced by simulations
of imageCorn�eld . The results of the experiment are
quoted in Table 3. In addition to the absolute percentages
(given in columns `%'), thenormalized percentagesob-
tained assuming that soft errors occur on both critical and
non-critical spots and that soft errors on non-critical spots
do not result in severe effects are reported in columns
`%n '. Normalized percentage is calculated by multiply-



(a) (b) (c)

Figure 4: ImageCorn�eld compressed in absence of errors (a), in presence of a tolerable soft error (b) and in presence of
a severe soft error (c)

ing the actual percentage by 43.7% (the portion of critical
spots in the circuit) and adding 100% (assumed probabil-
ity that a soft error on a non-critical spot does not result in
a severe effect) multiplied by 54.7% (the portion of non-
critical spots in the circuit). It can be seen that a limited
yet signi�cant number of severe errors do occur if criti-
cal spots are not hardened. Hence, if selective hardening
is done, it should concentrate on the critical spots rather
than all locations in the circuit.

5.3 Variations of the thresholds

To evaluate whether the found solution is stable under
variations of acceptability thresholds (22 for psychovisual
deviation, 30 for PSNR and 95 for SSIM), we repeated the
evaluation of the found solution with one of the thresholds
increased or decreased (the other two thresholds were kept
on the nominal values). The �nal six columns of Tables
2 and 3 contain the numbers of experiments where effect
tolerable under the new de�nition were observed.

For errors injected on non-critical spots, all experi-
ments resulted in a tolerable image. In contrast, the data
in Table 3 does show some sensitivity to the thresholds, in
particular for the highest error rate (100 errors injected).
Tightening the threshold for psychovisual deviation often
leads to many unacceptable outcomes of the experiment,
though no effect at all is observed altogether for image
Cablecar. It appears that some errors in�uence a limited
area of the image which is captured by the psychovisual
deviation but is averaged out when PSNR and SSIM is
calculated.

Loosening PSNR and SSIM thresholds have very sim-
ilar effects, whereas tightening the SSIM threshold seems
to have larger in�uence on the results compared to tight-
ening the PSNR threshold. Overall, the outcome of the
experiment is quite stable under acceptability threshold

variation. Most important, no errors on non-critical spots
resulted in intolerable images even if the acceptability
thresholds were tightened.

6 Conclusions

Selective hardening is a promising direction to obtain soft
error rate improvement at realistic cost. We demonstrated
that by considering the inherent error tolerance of an ap-
plication a signi�cant number of spots in a circuit can
be classi�ed as non-critical and excluded from harden-
ing. Taking high-level information normally ignored dur-
ing circuit robustness optimization into account the num-
ber of circuit spots to be hardened could be reduced by
more than a factor of two at no cost. The concept of cog-
nitive resilience is not restricted to the JPEG compressor
studied in this paper or generally imaging circuits. Inves-
tigating cognitive resilience in other application �elds is
an interesting point of future research. Moreover, alter-
native methods to validate the non-criticality of a circuit
location not based on simulation are of interest.
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